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 1. EXECUTIVE SUMMARY

Our society is increasingly reliant on smart devices and services, from home automation to manufacturing,
medicine, finance and transport, to name just a few. These billions of inter-connected devices with
sensors and actuators, reachable almost instantaneously through the ubiquitous internet from any
location and any other device in the world, are collectively called the Internet of Things (IoT). All too
often, “reachable” means reachable by unauthorized entities as well as intended users. Consequently, as a
society and global economy, we have become very exposed to a plethora of new IoT security-related
threats that never existed before, some of which have the potential to impact our way of life profoundly.
From a vendor’s point of view, being able to address security threats successfully will be a key factor
whether a newly introduced IoT Use Case will be successful or not. In addition, the IoT ecosystem is very
fragmented and complex to enable an easy and consistent security story and its implementation.

Security threats certainly have already deeply impacted the industry. Some companies have lost stock
market value and struggled for months to deliver a solution to their customers and try to recover the
damage caused to their brand image. Many of these incidents highlight that we are increasingly reliant on
a few, dominant system building blocks, which have not been thoroughly security vetted yet.
This paper describes common concepts and usage paradigms of security subsystems that are integrated
into and are part of a larger microcontroller or system-on-chip (SoC) controller, which in turn is at the
heart of an IoT device. It should be noted that individual implementations may deviate from the
descriptions featured here due to the specific needs of an intended IC application.

The concepts of a security subsystem outlined in this whitepaper are described from a user’s perspective
to address the new upcoming low-cost attacks where attackers use cheap Hardware as well as Software
tools to attack IoT devices. 

This paper intentionally does not give technical implementation details of the inner workings of security
subsystems but instead describes concepts, common elements and usage paradigms. 
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2. THE RISE OF LOW-COST ATTACKS

2.1. Types of attackers

Before we address the topic of Low-Cost Attacks as industry wide problem, it is useful to understand the
type of attackers we are usually facing in the industry of IoT. Broadly, one can classify them as follows:
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Governmental attackers: This could be a hostile state that wants to destabilize a foreign society, for
instance, by attacking public IoT infrastructure. This is a high-calibre attacker with substantial
resources and there is little industry on its own can realistically do about. If nothing else, this is the
group of attackers because of whom governments need to take some interest in regulating the
security requirements for IoT devices and IoT infrastructure.

Freelance security researchers and academia: These are driven by ethical motives and generally want
to help contributing to a safer and more secure world by analysing the soundness of security
concepts and pointing out holes therein. As such, they will follow best practices of “Responsible
Disclosure of Vulnerabilities” towards the companies affected. Companies need to understand how
this group ticks and work with them correspondingly. Damage to brand image can be enormous if a
company fails here. However, publish or perish is a tough rule to follow in academia and so one does
come across the odd one out that is not quite following the responsible disclosure best practices. 

“Script gurus”: This is large group of well-connected people with expert knowledge of operating
systems, applications, etc. They are continually improving a huge stack of Software scripts that can
be launched large scale against many devices. An initial motive may be wanting to obtain a particular
service for free. But often there is no particular motive behind it other than tremendous technical
curiosity and perhaps a bug hunting spirit. Some companies address this group as well as the former
one with bug bounty programs.

Criminals with commercial interest: This group is using attacks for commercial gain any which way
they can. Often, they are very well organised and structured, with specialists for the various sub tasks,
which work hand in hand. Commercial marketplaces exist where this group gets themselves
organised and create entire eco systems. These types of attackers have no interest in their work
becoming public, so it may go on unnoticed for years.

i.

ii.

iii.

iv.

Industry can realistically only help to protect against the attackers of types ii, iii and iv.



2.2. Scalability of attacks (local attacks used for scalable attacks)

To begin with, any device can be attacked, if only enough resources are thrown at it. It is simply a matter
of time, money, and expertise. This immediately lends itself to a strategy to defeat attackers of category
IV: If the financial gain of an attack is not worth investing the expense of the attack, then, most likely, the
criminal attacker with commercial motives will not start the attack in the first place. They will look for a
more attractive target. Such a strategy needs to be implemented top down, so starting from a suitable
system level concept, down to platform level, all the way down to device and subsystem level, with all
connectivity kept in mind. An obviously bad choice would be to put all eggs in one basket by using the
same master / root key in all IoT devices. Hack one, bring down all devices would be the result.
In deciding whether to invest in an attack or not, one of the key questions to ask is whether an attack is
scalable or not. With that is meant whether one can create an attack on one device, perhaps in the form of
a script, that will work on many, if not all devices of that family. Software attacks often fall into this
category. Clearly, since many devices can then be attacked, the financial gain multiples and that can make
the attack very attractive. 

With some notable exceptions, Hardware attacks, on the other hand, are only targeting ‘the device at
hand’, and thus are often attacks that do not scale directly. Yet, there are some scalable Hardware attacks
that can be done remotely, like Rowhammer, Plundervolt, or Cache Timing, and more are expected to
come. 

Perhaps more severe are combined, hybrid attacks. An example would be a local Hardware attack – of
one of the types described in the next section – to gain access on one device to some valuable
information that may be used later to attack many other devices of this family. For instance, if the local
Hardware attack reveals the Software used in the device, so that it can be reverse engineered and
searched for Software bugs that can in turn be exploited in many devices. Or the analysis reveals a
particular timing where simple glitch attacks may bypass the verification of signatures and allow running
malicious code, for example. Such glitch devices have been sold in the ten thousands in the Pay TV
market in the past. In fact, if a local Hardware attack reveals the firmware used in an IoT device, this may
already be damage enough, as it may reveal crucial IP of the IoT device maker that can be picked up by
competitors or others to create clones.

These are just a few examples that show that low-cost physical attacks, even if they are local, can be
inexpensive, effective stepping stones to launching very large-scale attacks with tremendous financial
benefit for the attacker.

Yet, with carefully designed IoT devices and eco systems, it is possible to make them commercially very
unattractive for a criminal attacker. However, this is not quite enough to deter security researchers and
academia. One does find some of them using local hardware attacks on devices even if these attacks have
no commercial benefit that scales. One reason is that many IoT devices carry assets that are perhaps not
financially attractive, but still valuable for the owner of the device. Privacy comes to mind here and other
assets may exist as well. It is for this reason that low-cost physical attacks need to be considered and IoT
devices protected against them much more widely than is currently done. Also, it should not be forgotten
that the Hardware needed for these types of attacks is readily available in every electrical engineering
department, and the attacks are intellectually appealing to the academic community. 5



2.3. Types of attacks
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Threat Spectrum Solutions Rational Against Threats

Physical

Local

Logical

Remote

Physical Logical

Power Analysis,
Light Attacks,

Glitching

 Rowhammer,
Plundervolt

Cache Timing

Exploiting JTAG,
serial, USB

Buffer overflow,
Heartbleed,

Flooding/DoS

If an attacker can get
local access to the

device, make a
cost/benefit trade off and
protect against relevant

local physical attacks
over the lifetime of the

device.

If an attacker can get
local access to the

device, aim to protect
against local logical

attacks. Reason: can be
automated and

executed by non-
experts.

Aim to protect against remote attacks.
Reason: scalable attacks can be automated and
executed by non-experts from anywhere in the

world.

Side-Channel Attacks are non-invasive “listening” attacks that use physical signals, naturally emerging
from the device, to infer information about confidential data processed internally, mostly by capturing
information on the cryptographic key material that is used to protect the data.

Fault Injection Attacks aim to disturb the internal operation of an embedded microcontroller such that
security functionality is disabled, confidential data is leaked, malicious data is pushed upstream or
downstream, services are denied, or side channel attack countermeasures are disabled.

Invasive Attacks like Delayering and Modification of the circuit.

Now let us look in a little more detail at some popular attack paths that use the accessibility of embedded
devices running the applications to launch local physical attacks.

Classically used in the smart card and embedded secure element domains, fault and side-channel attacks
have been around for decades. The emergence of new hardware and software tools – itself a
development driven by the deployment of powerful, easy-to-use microcontrollers – now enables a new
generation of freelance analysts, established researchers and malicious attackers to mount these low-cost
attacks without specialized hardware knowledge against the connected edge nodes constituting the IoT. 

There are three flavors of these local, physical attacks that yield significant results for attackers:

Figure 1: Types of threats
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Power Analysis Side-Channel Attacks

Voltage Glitch Attacks

Invasive attacks often require specialized equipment that is too expensive for them to be regarded as
low-cost attacks. However, for the other two flavors there are many methods attackers can use to mount
actual attacks. They vary in necessary investment and expertise. To be low-cost in this environment
generally means an investment of a couple of thousand US dollars or less. With these constraints there
are two methods that make up the majority of low-cost Hardware attacks:

      Here an attacker uses the device’s power consumption as an information channel that “leaks” data
      from the device. To successfully attack an unprotected device a low-end oscilloscope, a connection to
      the devices power supply, and open-source software are sufficient.

      Attackers manipulate the power supply of a device such that glitches disturb the internal logic 
      causing computational faults. The most common one is to bypass the final logic gate that determines
      the result of a Secure Boot Firmware check. The equipment needed comes down to a configurable
      pulse generator that can drive low voltages, often available as integrated FPGAs for less than $500.

Over the last couple of years, the cost of more complex tools and methods has generally decreased. If
used by an experienced attacker, the next step up in the attack methods hierarchy can probably also be
considered low-cost – and most definitely so in the very near future. Again, there are two popular
methods:

Cryptographically
Secure Algorithm

Implementation

Secret

Side-Channel Invasive Attacks Fault Injection

Timing

Power consumption

EM emanation

Photonic/Thermal
emanation

Delayering

Modification

Power/Clock glitches

Laser beam injection

EM injection

Back-bias injections

Figure 2: Types of Attacks



Electromagnetic Side-Channel Attacks

Electromagnetic Fault Injection Attacks

      Instead of power analysis an attacker monitors electro-magnetic emanation of the device using a
      small coil. The advantage is to be able to pick up a much more localized signal, directly from the CPU
      core for example. The coils can be self-wound or bought for less than $500. In addition, the required
      equipment includes an oscilloscope and the same software suite as for power side-channel attacks
      (available open source) for a total of less than $2000.

      Small coils can also be used to inject highly localized electromagnetic fields into a device, causing
      similar disturbances as power glitches but localized to a specific area of the device. To drive a strong
      enough field, attackers need a high-power amplifier connected to a pulse generator as well as an
      oscilloscope. The total equipment cost can be less than $5000.

All of this equipment is widely available at technical universities and some of it is even used for teaching
undergraduates.

In designing new hardware that should last for years in the market all four of these attack methods
should be considered. That is especially true for larger SOC systems that expose many interfaces,
functions and significant die area/logic size to a potential attacker.
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Product Life Cycle Field Return (or RMA)
Test Mode

Chain of trust
Boot Mode (recovery, OTG...)
Secure boot
Image encryption & verification

Security
configuration

E-Fuses, OTP
MMU
Debug interfaces (JTAG, SWD...)

Crypto
Hardware Unique Keys
Monotonic Counters, RTC
Algorithms & blobs

CPU
Caches
Code execution
Dedicated crypto-core

RAM
RAM/Secure RAM
DDR
Direct Memory Access

Storage
External Flash
Encryption
RPMB

OS
Privileges escalation
Login & password users
Kernel drivers

TEE/TZ
Trusted applications
DRM
Keystore

Applications Developers IPs

Figure 3: Example of SOC attack surface

 As the performance and efficiency of modern microcontrollers improves, IOT applications become
more complex, extend their scope, delocalise crucial information on different nodes, and interconnect
their functionalities at many levels. This in turn requires security functions to guarantee secure
communication between all nodes. Inevitably, security claims will have to be made about

There are two trends that make the current security landscape especially challenging. 

1.



       confidentiality of keys, certificates and other types of confidential assets. In return these claims
       provoke the interest of security researchers and analysts as to whether these claims really stand up to
       their promises.

   2. Customers are increasingly becoming aware of the potential financial and PR implications of security
       incidents and are actively building their security knowledge and requirements. 

2.4 Examples of protection measures

2.4.1 Firmware integrity protection

One of the easiest logical attack surfaces is to replace the genuine device firmware with rogue firmware.
The simplest protection is to have all firmware in embedded ROM. For various reasons – including
security updates in the field – this is not accepted anymore. Firmware upgrade mechanisms are required
to allow in field updating and upgrading of devices including security patches. Typical boot flows start
with a small boot loader in ROM that pulls in the subsequent boot stages and application code from
external Flash, or through other mechanisms. A robust cryptographic digital signature scheme can
validate digitally signed images prior to allowing to boot from them. Extended mechanisms also provide
firmware confidentiality and anti-roll back mechanisms. 

2.4.2. Runtime memory protection

Runtime memory protection is a security service that may be utilized to verify the integrity of application
code and data at runtime. Integrity checks of the memories are initiated periodically or triggered through
events. The service may be utilized to protect code and data from unauthorized modification not only at
boot time as in 2.4.1, but during the entire runtime of the application.

Runtime memory protection may be used to verify the integrity of critical application code or data.
Generally, runtime memory protection makes sense for memories whose contents remain unchanged for
long periods of time. Examples to which this may apply include operating system code, interrupt vector
tables, interrupt handlers or monitoring software.

An additional layer of memory protection would be to have confidentiality, error detection and anti-roll
back protection of application data regions of the memory.

2.4.3. Runtime integrity protection

Additional protection mechanisms may be needed to maintain a secure state after boot, i.e., during the
execution of the application to make sure the code is not only correctly read off the memory as in 2.4.2,
but also executed correctly. Modern security subsystems therefore may feature runtime integrity
protection mechanisms such as regular verification of correct flow of code execution to validate platform
integrity or – for a base level security – feature environmental security sensors to monitor the IC.
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2.4.4. Isolation of processing environment / sandboxing

In order to reduce the attack surface, complex tasks are split into smaller subtasks and these are then
isolated from each other by various means. Also, restricting access rights to not-needed IC resources is a
way to reduce the attack surface of a task. 

2.4.5. Protection against side-channel attacks

A plethora of countermeasures exists to battle side-channel attacks. These range from, e.g., special
Hardware designs that balance the power consumption regardless of what precisely is being computed to
a wide range of Software countermeasures that often involve sophisticated mathematics. Since IoT
devices are usually built with standard Hardware components, the focus for side-channel attack
countermeasures lies on Software methods. In essence, all these methods try to decorrelate the logical
digital information (e.g. key) from the physical bit representation that it has. Likewise, one wants to
decorrelate the logical algorithmic steps performed on the keys from the actual physical execution of
operations on bits and bytes. One way or another, this often involves adding randomization to the
implementation of a cryptographic algorithm. Keywords here are masking, hiding, blinding, etc.

2.4.6. Protection against Fault Attacks

The basic remedy against fault attacks is adding redundancy and resilience to the Hardware and Software,
at all layers. Since for IoT we assume that most countermeasures need to be added in Software, this
means executing critical code twice, or performing crucial security checks multiple times. Often it is as
simple as defining return codes to be values other than all zeros or all ones, but rather two non-trivial
byte. This makes it harder for a glitch attack to create the desired correct return value. It also helps to add
measures that monitor whether certain critical blocks of code have been executed – and executed in the
correct order – see 2.4.1 to 2.4.3 for details. Countermeasures will also vary depending on whether the
fault is transient (i.e. present only during a brief moment in time), or quasi permanent. 

2.4.7. Readout protection 

Beyond being vital for system integrity, the firmware is a high-value asset that may require confidentiality
protection in addition to integrity and authenticity protection, e.g., to prevent it from being used in
clones.
In devices that store firmware in an on-chip flash area, the firmware needs to be guarded against many
non-invasive attacks through readout protection as well as invasive attacks against on-chip flash. When
external flash is used, the security subsystem may need to provide additional protection mechanisms such
as on-the-fly encryption/decryption and verification services to protect the integrity of firmware stored in
this non-volatile memory (NVM).
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3. WHAT IS A SECURITY SUBSYSTEM?

A security subsystem is a dedicated subsystem within an IC (i.e., microcontroller or SoC). Several different
terms refer to such subsystems, including integrated (or on-chip) security subsystems. In the automotive
market, they are often referenced as the secure hardware extension (SHE) module or the hardware
security module (HSM).



Provide security services to the application, and support securing application code and data in transit
and at rest
Provide platform security, platform integrity, platform identity as well as the confidentiality and
availability of critical assets where needed; these functions include controlling the application
environment in various ways (e.g., secure boot) and enforcing security policies
Protect cryptographic keys from software attacks by isolating critical assets (in particular,
cryptographic keys) from the application domain and handling them in a separate domain that is
harder to access and control from the outside
Protect against non-invasive and invasive physical attacks depending on the specified protection
profile

As part of a larger system, a security subsystem provides services to applications, including managing and
protecting cryptographic assets. Due to its integration into the IC system, the security subsystem also
provides a way to guard the platform integrity for the entire IC. Whilst security companion ICs (e.g., TPMs,
secure elements) may also implement many concepts described in this paper, platform integrity is a state
that generally cannot be reached by deploying external (slave) components only.

3.1. Objective

The primary objectives for security subsystems are to:

The exact definition of the functions and services a security subsystem provides depends on the
application and system. It could provide security services, platform security or some other security
features.

3.2. Architecture

A microprocessor/microcontroller system with a security subsystem splits into at least two domains: the
application domain and the security subsystem domain. The application domain consists of an
environment that provides common resources, such as one or more application processors, RAM, flash,
and peripherals. The security subsystem domain hosts or controls security-related assets and services.
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Application domain Security subsystem domain

Application
processor(s)

Peripherals

Application RAM

Application Firmware
and Data

System control
interfaces

Control logic

Subsystem
Firmware

Security services

Crypto acceleration

Security sensors

Policies

System configuration

Cryptographic Keys

Figure 4: Logical view of security subsystem domain and application domain



The security subsystem is embedded into an IC/SoC and equipped with controls and privileged access to
system resources. During system power-on, the security subsystem is one of the first entities to be
initialized. During the next steps of system initialization, it assumes the vital role of secure system bring-
up.

Application
processsor(s)

Security
subsystem

Bus

RAM Flash Peripherals ...

Figure 5: Simplified example of a security subsystem integrated into an IC

For simplicity, the security subsystem is sketched here as a single (monolithic) entity. In practice, the
subsystem may have a more distributed (physical) architecture. This architecture consists of several
interconnected modules distributed across the IC architecture.

4. ATTACK RESISTANCE OF SECURITY SUBSYSTEMS
VERSUS LESS STRONG SEPARATION 

A secure subsystem enables a simplified architecture for the SOC, where all subblocks are clearly
defined and – most important – do not perform too complex tasks. Because of this a secure
subsystem has a reduced set of possible states it can be in, a reduced set of tasks, and a reduced

The virtue of a security system is to simplify the system design by structuring it into a number of smaller
portions that are much more easily designed, tested and verified. It allows consolidation of all security
relevant tasks and assets to one place, the castle’s keep, a place and design that can be reused across
many IoT designs. After all, whilst the applications may widely differ, the underlying security mechanisms
are often rather similar and thus lend themselves to reuse. Reuse and standardization mean much fewer
implementation mistakes being made. 

Summarizing the main advantages: 
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As the critical assets and critical crypto operations are all done by the security subsystem, it is easier
to protect the entire system against attacks, especially against physical attacks, a process which is
called “hardening”. The effort compared to hardening the main SoC CPU and all security relevant
components is much lower. Also, the overhead of hardening in terms of system resources, chip area,
and performance is likely to be better when using a security subsystem.
Because of the reduced attack surface simplified security testing and vulnerability analysis is possible
Higher reuse is possible because of standardized crypto and security functionality.
Vulnerabilities are generally harder to discover and exploit, since the security subsystem is logically
shielded from the main system and thus malicious users find it harder to access. User access may even
be completely blocked.
In particular, attacks on the main CPU stack (stack/heap overflow, injection, etc) cannot access
privileged content.
A security subsystem can run vendor only code (audited code) as an additional security measure.
Due to its reduced functionality, the security system has a much smaller code base to protect and to
verify.
A security subsystem can help to update the entire system securely. Even the security system itself is
easier to update in case a weakness has been found during the product's lifetime.
Adding security functionality to the security subsystem itself during its lifetime is easier, as it
generally contains a secure verified updating mechanism.
Last but not least, a modular system design that includes a security subsystem is easier to certify with
one of the established security certification schemes such as SESIP, PSA or CC.

      set of tasks, and a reduced number of possible interactions with other system components. This
      significantly reduces the attack surface and it is, therefore, much easier to maintain.

5. SERVICES BASED ON THE SECURITY SUBSYSTEM

5.1. Key management

The security subsystem manages cryptographic keys and protects their integrity and confidentiality.
Cryptographic keys are stored separately from applications in a dedicated memory region, which is either
physically protected from access through the application or protected through cryptographic means, e.g.,
an encrypted region within shared non-volatile memory or a PUF.
A security subsystem can securely handle and protect cryptographic keys of various types, i.e., keys that
are used in symmetric, as well as in asymmetric schemes. Another well-known technique is to use key
derivation to generate ephemeral session keys out of keys that are immutable. 

5.1.1. Key generation
Internal key generation constitutes an alternative to key injection, e.g., in situations in which the device is
already deployed (in use) or the production environment cannot be trusted to protect the confidentiality
of a cryptographic key.
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A security subsystem allows the internal generation of cryptographic keys. To mitigate the risk of key
exposure, keys may be generated within a security subsystem and thus always remain within well-
controlled boundaries of the security subsystem. There are two known ways to generate cryptographic
keys internally, either with a Random Number Generator (RNG) or with a Physical Unclonable Function
(PUF). If designed well, both are true entropy sources, capable of generating sufficient randomness to
generate keys. 

The main difference between the two options is the way that the key is stored. When using an RNG, the
resulting cryptographic key needs to be stored in some form of protected non-volatile memory. It is
important that this key storage ensures the confidentiality of the stored key material, as well as controls
the access to the use of the stored keys. This means that the RNG requires secured memory (e.g.
physically protected and/or in an encrypted region) to store its keys securely. 

In case of using a PUF [7],  the key derived from this PUF is not stored in conventional non-volatile
memory. A PUF derives the cryptographic root key from tiny variations that are caused by the
manufacturing process of silicon, which typically lead to unique characteristics for each transistor (e.g.
threshold voltage). With a PUF these variations are turned into a root key that is unique for every device
and that does not require to be stored in any form of memory. This key can simply be derived from the
physical characteristics of the silicon, whenever it is required. From this root key, a virtually unlimited
number of additional cryptographic keys (both symmetric and asymmetric keys) can be derived by using
key derivation, as described in 5.1.2. These derived keys have no requirement for storage either, as they
can be derived from the root key whenever they are needed. For such PUF-derived keys, access control on
the use of these keys is still important, but confidentiality of the non-volatile storage is no longer critical
since the sensitive key material itself is never stored in non-volatile memory.
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5.1.2. Key derivation

A security subsystem typically supports key derivation, which is a fundamental concept to limit the
exposure of a secret key during use. In a key derivation process, a secret (long-term) key along with one or
more additional parameters is input to a key derivation function. Additional parameters for key derivation
are normally a composition of static and randomly selected inputs, e.g., a static subject string
concatenated with a random nonce value.

Key derivation is a common technique used in communication protocols such as TLS. In TLS 1.3, for
example, long-term keys of two communicating entities and session-related information are combined in
a key schedule to derive a number of ephemeral keys. After a successful handshake among the two
communication partners, these keys are used to protect the confidentiality and authenticity of record
(payload) data.

As with all cryptographic primitives, a security subsystem should only implement standardized and proven
algorithms for key derivation.

5.2. Encryption services

Encryption services can be used by the application to protect the confidentiality of application data. A
typical example is the protection of data transferred over (unprotected and/or untrusted) communication
channels.

Security subsystems generally support encryption and decryption using various cipher modes and
schemes, based on symmetric and asymmetric ciphers. Examples include AES-CBC, AES-CCM, RSA and
ECIES. Encryption operations can be triggered explicitly, e.g., through security services, or implicitly,
through on-the-fly encryption services (where available).

5.3. Data authentication services

Data authentication services can be used by the application(s) to protect and/or verify the authenticity
and integrity of code and data, by generating or verifying MAC tags or digital signatures. Signing and
verification services may be used in various applications such as network communication or firmware
verification.

In the case of a symmetric scheme (such as a MAC), the secret key must be known to the verification
service inside the security subsystem. However, the key’s usage policy may restrict its use to verification
only. In such cases, the application is unable to forge a valid MAC tag for an arbitrary message.

5.4. Entity authentication and key agreement services

Entity authentication describes the process of authentication among different entities. In its simplest
form, one entity (the prover) provides proof of knowledge of a secret value to another entity (the verifier),
e.g., by supplying a password. More sophisticated and adequate forms of entity authentication protocols
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provide mutual authentication with zero-knowledge proofs.

If an application demands secure communication after initial authentication, protocols that implement
authentication with key agreement are the preferred choice. Popular examples of such protocols include
the handshake protocols of TLS, IKE(v2) as well as various EAP methods.

To perform authentication, either a shared secret or a public/private keypair is required. Security
subsystems may be utilized to store such information as part of their key storage database. To support a
specific protocol implementation however, additional support from the security subsystem is needed in
order to retain secret information within the control of the security subsystem. A security subsystem may
implement entity authentication and key agreement as part of a larger protocol support service, such as a
TLS or IPsec support stack, or a subset thereof, e.g., as (separate) key derivation and message
authentication services.

5.5. Data attestation

Security subsystems may provide the ability to attest to select sets of information in a way the application
can’t alter. For example, the Security Subsystem may, when challenged, generate a signed response
containing security configuration information such as the state of the debug port lock, the public key used
by secure boot, and if secure boot is enabled. This response can be used by an external entity to confirm
that the part is configured as expected.  

This type of attestation relies upon a set of credentials restricted to the security subsystem and
provisioned when the IC is manufactured. 

5.6. Random number generator

Security subsystems typically provide services for random number generation. Through such services, an
application may obtain high-entropy random numbers from a hardware entropy source. Random numbers
are also used by the security subsystem itself, e.g., for signature generation or when cryptographic keys
are generated by the security subsystem.

Security subsystems typically offer two types of random number generators: a true random number
generator (TRNG) and pseudorandom number generator (PRNG). A true random number generator is
comprised of one or more high-quality entropy sources. A pseudorandom number generator is a
deterministic algorithm that produces a limited sequence output based on an input or local state (seed).

Entropy sources used in a TRNG are intrinsically slow and do not always meet an application’s
performance requirements. Therefore, the TRNG’s output is often used to extend an entropy pool. The
contents of the entropy pool are used as a seed to a PRNG, which is much faster than a TRNG, and the
PRNG’s output is made available to an application. An alternative entropy pool, instead of using a TRNG,
is a Physical Unclonable Function (PUF), as described in section 5.1.1. A PUF also produces the high-
quality entropy that a PRNG requires as input to create the randomness that is required by the
application.
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Due to its deterministic nature, a PRNG produces the same result when seeded with a static input. To
overcome this limitation, the entropy pool is iterated (and every now and then extended with further data
produced by the TRNG) whenever an application obtains data through the PRNG.

TRNG Entropy pool PRNG Application

extend seed extract

iterate

 Figure 6: Interaction between TRNG and PRNG functions

Extension of the entropy pool and iteration usually happen asynchronously so that an application may
make high bandwidth use of the PRNG without waiting for the next TRNG result.

As part of a random number generator implementation, tests to assess the quality of the entropy may be
implemented. Such tests (for example, as defined in BSI AIS-31 [3] are either offline or online tests,
meaning the quality of entropy is tested during runtime or offline. Testing and pooling of entropy data
inside the context of a security subsystem not only offloads the task, but also helps to obtain reliable and
fast sourcing of entropy data.

6. PLATFORM SECURITY

The defining characteristic of a security subsystem is that its components are isolated from the rest of
the system

The physical distribution of components on a die is generally not important.
The logical interface is as limited as practical to reduce the attack surface and provide isolation. 

Next to providing security services to the application, a security subsystem typically provides platform
security to protect the integrity and availability of critical assets, and their confidentiality, where needed.
(With the notion ‘platform’ we refer to a system of Software stacks running on an IC hardware - possibly
with multiple cores and further auxiliary blocks.) These critical assets can be parts of the hardware
implementation, as well as code or secrets stored therein. To ensure platform integrity, a security
subsystem requires control over parts of the IC architecture and may implement validation mechanisms,
such as secure boot (see section 6.2), hardware-enforced isolation and runtime monitoring services (see
section 2.4.1 to 2.4.3).

6.1. System architecture aspects
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In addition to the logical interface isolation of support circuitry is desirable when practical. For
example, some systems may provide an independent oscillator or bias circuit for the subsystem to
prevent manipulation or information leakage that may occur if it were shared outside the
subsystem. In another example it may be desirable but impractical to provide an independent
instance of flash to a subsystem thus forcing the use of a shared flash instance.
Balancing the security/cost trade-off for the intended use is a critical aspect of secure subsystem
design. 

In many cases the line between the subsystem and the rest of the system can be blurred. For example,
consider a case where the main system is doing in-line encryption/decryption of NVM. The encryption
block is entirely focused on serving the host and appears to be outside the subsystem. However, the
subsystem may store the key used for encryption and provide it directly to the encryption block to
ensure that it is never exposed to the host system. 

Another critical aspect of subsystem design is ensuring that interactions between services don’t create
security holes. For example, consider a subsystem that offers secure key storage and an insecure
(reversable) key derivation algorithm. An attacker may then be able to derive a key from a securely
stored target key and then reverse the derivation to obtain the target key, having completely
bypassed the secure key storage mechanism. Identifying and preventing this type of non-obvious
interaction is a critical aspect of secure subsystem design.

Another key concept of secure subsystems is that they provide a point of control outside the influence
of the host which can be used in a number of ways described below.

The security subsystem may implement functions to recover in case of attacks or to ensure FW
Attestation (see next section).

6.2. Secure boot

A major milestone to achieve protection of an application is secure boot. In a secure boot process, the
authenticity of the application firmware is verified through cryptographic validation. Only if the
verification confirms the authenticity of the application firmware, the security subsystem permits access
to its services and allows the application to execute on the application processor(s). In case the
verification fails, the security subsystem may reset the system or apply other sanctions.

6.2.1. Root-of-trust for secure boot

In section 3 the concept of separation between an application domain and a security subsystem domain
was introduced. The security subsystem is often referred to as the Root-of-Trust for the SoC and device.
This Root-of-Trust implements security and cryptographic services to the application domain. 

One of these would be to provide Secure Boot services. Depending on the capabilities of the Root-of-
Trust implementation, either Secure Boot assist of the application domain CPU is provided, or if more
capable, a full Secure Boot service is provided by the Root-of-Trust. 
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In the Secure Boot assist case the application CPU ROM boot code is master of the process. Images are
pulled in from Flash and handed off to the Root-of-trust for accelerated cryptographic validation, which is
typically a DSA or ECDSA operation, where an image is securely hashed and subsequently the digital
signature of the hash digest is checked. The Root-of-trust will notify the application CPU with a pass or
fail indication. 

In the full Secure Boot service case, the more capable Root-of-Trust will first securely boot itself (often in
parallel with the application CPU first stage boot), and then autonomously pull in application CPU images
from predetermined locations, optionally decrypt, then securely verify, check roll back credentials and
load the validated image into the correct memory space for the application CPU to continue booting.

6.3. Firmware verification options

Several options are available to cryptographically assure the authenticity of (part of) a given firmware
image. Common options include signature schemes (e.g., PKCS#1-RSASSA [4], ECDSA or EdDSA) and
message authentication schemes (e.g., CMAC [5] or HMAC [6]).

Signature schemes are generally the preferred choice in situations where key confidentiality cannot be
assured, as signature verification does not involve any secrets (rather, it involves a public key). This may
be the case if the production environment cannot be trusted.

Signature schemes are computationally intensive. Therefore, the security subsystem may offer the option
to verify the signature only once (during firmware installation) and replace it with a cryptographic hash or
MAC tag. This will significantly reduce the latency for secure boot (firmware verification). However, such a
shortcut may only be taken if the implementation has means to adequately protect the hash value or the
secret key that is used for MAC tag verification. This generally requires a dedicated memory region that is
controlled by the security subsystem.

6.4. Sequential boot vs. parallel boot

Secure boot comes in many flavors due to various configuration and implementation options. The most
common way to securely initialize a system is verification prior to execution of the application firmware
(sequential secure boot).

However, sequential verification may not be the best option for time-critical applications. In such cases, a
parallel secure boot mode may be a viable option, which means that execution of the code is being
started (executed) while authentication takes place in parallel and that corrective action (e.g., reset of the
application core) is taken if the authentication fails. Therefore, the parallel boot option provides a
different trade-off between latency and security, as it allows a shorter time-to-availability for critical
functions, while providing a short window of opportunity for an attacker due to the delayed
authentication.

On many multiprocessor systems, secure boot options can be distinctively configured for individual
application processors, allowing some cores to use sequential boot mode while others use parallel boot
mode. 119



IC systems employ a concept of lifecycles which reflects the distinct steps of IC production and
manufacturing of the device into which the IC is embedded, as well as its later life in the field. A typical
lifecycle consists of different stages, as described in this section. Lifecycle stage values are typically
stored in on-chip NVM and managed by the separate security subsystem domain to avoid mishandling of
lifecycle stages.

7. SYSTEM LIFECYCLE

IC manufacturing
Testing
Initial trust provisioning
Configuration

IC Manufacturer
Programming
Board assembly and test
Trust provisioning
Configuration

System Manufacturer

Open Lifecycle State In-Field Lifecycle State

Figure 7: Common device lifecycle

7.1. IC production

Every lifecycle starts with the production of the IC. During IC production, the IC is tested and embedded
into its package by the IC manufacturer. Depending on the product, both sensitive and non-sensitive data
can already be loaded on the IC before it ships off to the system manufacturer. Some initial configuration
and firmware may be provisioned to the device during IC manufacturing, which are typically non-
sensitive. However, if cryptographic keys and credentials are pre-loaded onto the IC, they will require
protection by the security subsystem, as these are typically sensitive data that should not be readily
accessible for anyone with physical access to the device during one of the later lifecycle stages.

7.2. System manufacturing

When an IC arrives at a system manufacturer, it is usually in a lifecycle configuration in which it accepts
requests for further programming, debugging and configuration. This state is also referred to as an open
or virgin mode. As stated before, depending on the implementation, the IC may also be pre-provisioned
with data supplied by the IC manufacturer, e.g., firmware, keys, and configuration. The system
manufacturer can load additional data onto the IC, which can again be sensitive and non-sensitive. Similar
to the previous stage, sensitive data requires protection by the security subsystem.

7.3. In-field

At the end of system manufacturing, the device is programmed and configured to another lifecycle state, 20



Setup & Pairing – Provisioned public/private keypairs are used to obtain device unique certificates.
With these certificates, devices can be authenticated to the cloud and other devices and trusted
connections can be established.
Operation – Generated data can be encrypted before being transmitted to the cloud or to other
devices. Additionally, all sensitive data on a device can be encrypted during operation.
Update – Cryptographic keys can also be used to provide encryption and authentication for over-the-
air updates, so that attackers cannot install malicious updates or intercept updates in transmissions.

is commonly referred to as the in-field lifecycle. This is when the device leaves the factory and is used for
its actual purpose by a customer or service provider. This is the stage when keys and credentials that have
been loaded on the IC are used. Examples of activities where this sensitive data is used include:

During the in-field stage, the device may also be configured (through a security policy; see section 4.2) to
accept no further configuration or programming. 

7.4. Beyond in-field

The in-field lifecycle may only be left under certain conditions. A transition into another lifecycle from in-
field commonly entails erasure of all firmware data, security assets and configuration, setting the device
back into the previous open lifecycle, or in a further failure analysis lifecycle. The conditions under which
a transition out of the in-field lifecycle is allowed are different among implementations of different
semiconductor products and/or may be specified through device configuration. 

7.4.1. Failure analysis

When a device is not functioning as it should, it can be transitioned into a state for failure analysis. When
a device is transitioned into this state, it may even render the part useless for further normal use, e.g., by
irreversibly disabling some of the functionality needed during normal operation. This limits the
possibilities for an attacker to misuse this stage of the lifecycle to e.g., reconfigure the device. 

7.4.2. Refurbishment

After all sensitive data has been erased from a device, it can be reloaded with a completely new identity.
This means the old credentials and corresponding keys are gone forever and are replaced with new ones.
This way, device hardware can safely be re-used for new purposes.

7.4.3. End of life

Before the hardware of a device is disposed of, all sensitive data need to be erased. This means that the
entire identity and content of a device, including all its rights and authorizations, are removed. Again, this
is done to limit the possibilities for an attacker to misuse this stage of the lifecycle to e.g., reconfigure the
device.
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As new attacks continue to make the headlines every week, consumers are waking up to the realities of
an insecure world and are starting to expect that security is built into every product and vetted properly.
With publicized attacks, consumer perspectives are changing. Nearly a third (Source: The Trust
Opportunity) [2] of those who don’t own a smart device will not buy one due to security concerns and
more than half (Source: The Trust Opportunity) [2] of consumers across markets don’t trust that IoT
devices protect their privacy or handle their data respectfully. This lack of confidence impacts adoption
rates, delaying the deployment of IoT and digital transformation. Certification highlights a company's
commitment to security, acting as a differentiator.
Security Assurance is the generally accepted way forward to build up trust and confidence. It is often
provided through an external, independent 3rd-party certification of the security claims, so as to provide
trust into the security claims made by the vendor and to allow for standardized benchmarking between
different vendors. 

With increasing demand from consumers, governments and the wider IoT industry for a universal baseline
of requirements, security assurance has never been more important. Traditionally, Common Criteria (CC)
has been a mechanism to provide such security assurances, but it is a very cumbersome and costly
process. New schemes such as PSA[8] or SESIP[9] are much more agile and easier to adapt to the product
at hand. They also allow for composite certifications where a customer can build on the certification of
one or more components done by its supplier. Re-use of certified IP at the next higher level becomes
possible (i.e., some Hardware building blocks to be reused at platform level in different devices, or
generic, but security hardened crypto libraries). All these are extremely important tools for not only
speeding up the certification process, but also for increasing security levels by re-using proven solutions. 
Please see also the GSA TIES Whitepaper on “SECURITY REQUIREMENTS FOR CONNECTED MCUS AND
MPUS” [1]

8. SECURITY ASSURANCE

9. CONCLUSIONS

Security – or lack thereof – often decides the fate of a newly introduced ecosystem, a new “use case”. If it
can be attacked and is seen as insecure, potential users will simply walk away and not adopt it. It is
therefore essential for the industry to get this point right from the start! 

Attacks on IoT devices require serious expertise, but can still be incredibly cheap and can be launched at
a massive scale. Even hardware attacks can be as inexpensive as $500 – with every technical university
having the equipment and often expertise to do it – and thus pose a substantial threat to an unprotected
device, which must be mitigated. A good way of doing so is to deploy hardened security subsystems.
Hardened security subsystems are designed to withstand at least the low-cost hardware attacks. Security
systems provide multiple benefits:

As part of a larger system, a security subsystem provides a variety of services to applications, it manages
and protects cryptographic assets and provides platform security features including secure boot and

22



security policy enforcement. Security subsystems are a leap forward with regards to platform integrity and
key management, filling a gap to serve system-level protection needs that cannot be addressed by
software solutions or external components. In contrast to conventional security solutions, which are often
point solutions that address the needs of a very specific use case, modern security subsystems set the
foundation to enable reusable holistic platform security. Embedded in general purpose processors and
microcontrollers, security subsystems are serving the security needs of a large variety of different
applications and use cases.

During the last decade, such integrated comprehensive security subsystems have gained increased
popularity as an easy to use and implement countermeasure against Software and low-cost Hardware
attacks and they have become even a mandatory requirement in some markets and applications already. 
Secure subsystems are an important concept and key to unlock the full potential of IoT!

10. APPENDIX: TERMS AND ABBREVIATIONS

For the purposes of this paper, the following terms, definitions and abbreviations apply.

10.1. Terms and definitions

Asymmetric/symmetric cryptography scheme: In the field of cryptography, there generally exist two
classes of cryptographic schemes, namely symmetric and asymmetric schemes. Symmetric schemes make
use of a secret key that is shared among all entities that perform operations using the cryptographic
scheme. In asymmetric schemes, there generally exists a pair of keys that are called private and public
keys. A private key is used to perform signature generation and decryption operations, whereas the public
key is used to perform signature verification and encryption operations.

Embedded software: Software that is part of the system supplied by the control manufacturer and which
is not accessible for modification by the end user

Digital signature: A digital signature is the result of a signing operation using an asymmetric algorithm.
The verifier uses a public key for signature verification and the sender is required to know the
corresponding private key in order to generate a valid signature.

Secret key: A secret key is a confidential key used for encryption/decryption

Firmware: Program code (software) and data stored in an electronic unit. This could therefore indicate
low-level driver code, as well as application code and data that is stored in an embedded system such as
a vehicle ECU.

Software: Program code

Random nonce value: Random nonce is a value that varies over time in order to ensure that specific
values are not reused
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Immutable keys: Not changeable, permanent stored and protected keys used for key derivation 

Ephemeral keys: Keys used only for short time

10.2. Abbreviations

RoT: The root of trust is one or more entities or assumptions beyond the scope of a system that are
implicitly trusted, e.g., mathematical assumptions, but also hardware or software implementations.

SoC: System on Chip; generally referring to a larger IC system, comprised of multiple application cores

HSM: Hardware Security Module (Used for security subsystems mainly in Automotive use cases

TPM: Trusted Platform Module 

EM: Electro Magnetic

SESIP: published by GlobalPlatform, defines a standard for trustworthy assessment of the security of the
IoT platforms https://globalplatform.org/sesip/

PSA, PSA Certified: Platform Security Architecture (registered trademarks or trademarks of Arm Limited)
https://www.psacertified.org/

CC: Common Criteria Certification Framework https://www.commoncriteriaportal.org/

PUF: Physical Unclonable Function 

RNG, TRNG, PRNG: Random Number Generator, True Random Number Generator, Pseudorandom Number
Generator

TLS, EAP: Transport Layer Security, Extensible Authentication Protocol 

IPSEC: Internet Protocol Security 

NVM: Non-Volatile Memory
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“IoT devices are becoming increasingly important in the role they play in critical infrastructure, such
as a nations Power Grid, Gas Distribution or Telecom 5G networks. At Intel, we are working with the
GSA to standardize IoT Security Subsystems ensuring that these critical national infrastructures are
hardened and resilient against cyber security attacks.” Vice President and General Manager of
Client Security Strategy & Initiatives, Intel

"We face a severe increase in low-cost attacks endangering the security and limiting the growth of IoT use
cases. To address those attacks, we need simple and scalable architectures based on secure subsystems as
the root of trust in IoT devices.” Wolfgang Steinbauer, VP Crypto and Security 

“Everyone in the semiconductor industry should be aware that there are several low-cost attacks that
can do significant harm to IoT devices and their infrastructures. That is why it is important to jointly
educate the industry about the means that are available to defend against these attacks. This is a
fight that we are winning together.” Vincent van der Leest, Director Product Marketing
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“This paper is an important primer on the nature of attacks and countermeasures that are relevant to
their solutions. Considering our customers who provide IoT based solutions, especially those in
critical infrastructure, it is imperative to adopt the protection measures discussed in this paper.”
Chuck White, CTO, Fornetix

“This is an excellent primer on the various security subsystems needed for a processor serving the
IoT market. These same concepts are being adopted in servers, 5G base stations and other core
network infrastructure platforms. IoT devices have different cost considerations than those markets,
but security is too important an area to take a 'penny-wise, pound-foolish' approach.” Chris Scott,
Sr. Product Manager, Axiado
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